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Abstract

This study presents a noble scheme for distributed and parallel simulations

with optimized agent placement for simulation instances. The traditional

parallel simulation has some limitations in that it does not provide sufficient

performance even though using multiple resources. The main reason for this

discrepancy is that supporting parallelism inevitably requires additional costs

in addition to the base simulation cost. We present a comprehensive study of

parallel simulation architectures, execution flows, and characteristics. Then,

we identify critical challenges for optimizing large simulations for parallel

instances. Based on our cost–benefit analysis, we propose a novel approach to

overcome the performance constraints of agent-based parallel simulations. We

also propose a solution for eliminating the synchronizing cost among local

instances. Our method ensures balanced performance through optimal deploy-

ment of agents to local instances and an adaptive agent placement scheme

according to the simulation load. Additionally, our empirical evaluation

reveals that the proposed model achieves better performance than conven-

tional methods under several conditions.
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1 | INTRODUCTION

Agent-based modeling and simulation (ABMS) is consid-
ered an attractive approach for reproducing and analyz-
ing systems in different fields without relying on
experiments in real-world environments. This method
facilitates the construction of models of complex prob-
lems by simulating the interactions of many agents in a
virtual world. Researchers can explore how additional
emergent events occur based on interactions between
many individual agents. Based on such a study, we can

better understand complex social systems and even learn
how to manage behaviors in such systems [1–3].

Recently, as social problems have become more
diverse and complex, improving the validity of simulation
results has become increasingly important. As a result, it
often requires scaling up models to increase simulation
accuracy. However, this scaling has a direct impact on
the amount of computation time required to execute a
model. Because such models require additional computa-
tional resources, centralized systems are no longer
sufficient for executing such simulations. To solve this
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problem, there is a growing need to overcome resource
limitations and accelerate the execution of large-scale
models by adopting parallel execution methods.

Based on this need, several parallel ABMS tools for
modeling complex systems using distributed resources
have been introduced. Some widely known tools are
Flame [4], D-MASON [5], Pandora [6], and RepastHPC
[7]. Their common methodology is distributing a large set
of agents across multiple resources and processing them in
parallel to complete simulations within a reasonable time-
frame. This goal can be achieved if each distributed agent
runs independently in an isolated environment. However,
despite the advantages of parallel ABMS, several obstacles
make it difficult to achieve the expected performance.
The main issue is that special techniques supporting
parallel environments inevitably require additional
resources in addition to those for a simulation [8–12].

In this study, we focus on two factors limiting the per-
formance of parallel ABMS. The first is high synchroniza-
tion costs between simulation instances in distributed
environments. Our measurement results using RepastHPC
demonstrate that there are cases where synchronization
requires more time than simulation execution as the data-
sharing rate increases. To solve this problem, we propose
a method for eliminating the synchronizing costs between
local instances on the same server. The second problem is
related to execution time imbalances between instances. If
agents are unevenly deployed or the execution of a specific
instance is delayed, it can reduce the overall simulation
performance. We propose a method to define simulation
windows for each instance within a given server and
ensure balanced execution between instances.

We analyze existing agent-based parallel simulation
architectures and develop a novel method to overcome the
performance constraints discussed above. The proposed
model can simulate various large environments on time
and represent the real world more accurately. The main
contributions of this study can be summarized as follows.

• We present a comprehensive study of parallel simula-
tion architectures, execution flows, and characteristics.
We also identify critical challenges for optimizing the
simulation of large models.

• We perform a cost–benefit analysis to achieve opti-
mized performance and greater scalability for parallel
instances in the presence of dynamic workload
changes, including unpredictable and frequent
changes to workloads.

• We propose a system design and a detailed empirical
evaluation of the proposed model. The experimental
results demonstrate that the proposed method achieves
better performance than conventional methods under
several conditions.

The remainder of this paper is organized as follows.
Section 2 analyzes various research examples and fea-
tures in the field of ABMS. Section 3 presents the concept
of ABMS and reviews the features of RepastHPC, which
is the most representative parallel simulation tool.
Section 4 analyzes the key issues causing performance
degradation in parallel simulation. In Sections 5 and 6,
we propose a novel model to solve these problems and
demonstrate its validity through various experiments.
Finally, Section 7 presents the conclusion.

2 | RELATED WORKS

ABMS refers to the group of computational models that
simulate dynamic behaviors, actions, and interactions
between agents in a shared environment [13]. From the
simulation perspective, the functions of individual agents
can range from basic if-then rules to complex models of
behavior that are rich in cognition.

For the past few decades, many ABMS tools have
been introduced to realize this methodology [14]. Among
ABMS tools that have been widely known over the past
few decades, we can refer to RepastSymphony [15],
MASON [16], NetLogo [17], and Gama [18]. These tools
provide services, such as agent lifecycle management,
agent-to-agent communication, and simulation environ-
ment management. Their characteristics vary in terms of
the models they target, ease of development, and user
interfaces. However, none of these tools natively support
running multiple agent simulations in parallel.

Recently, a few tools have been developed to facili-
tate the parallel execution of models. The functions
required for parallel execution include distributed exe-
cution between physical servers, agent distribution,
communication, and agent synchronization between
servers. D-MASON [5] is a distributed version of
MASON, which is a library for creating and executing
agent-based simulations. D-MASON uses ActiveMQ
messaging service and message-passing interface (MPI)
calls to implement communication. Flame [4] supports
an X-Machine-based simulation modeling mechanism.
X-Machine is defined as a finite state automaton with
memory. In this specification, a flame framework can
automatically generate simulation programs with para-
llelization based on MPI calls. Pandora [6] is explicitly
programmed to run scalable multiagent simulations.
For communication, Pandora automatically generates
MPI code from the Pandora library. SWAGES [19]
minimizes simulation time by providing dynamic
parallelization and simulation deployment in heteroge-
neous computing environments. It also enables the
development of agent simulations using one of the
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programming languages available in Poplog and uses
XML-RPC and SSML as communication libraries.

There are various studies on the optimization of
existing parallel execution. Li et al. [9] improved the
efficiency of large-scale parameter searching through
agent cloning. In their method, the calculation results
for instances were reused through simulation duplica-
tion, and the overall execution time was reduced. They
also proposed top-down replication and bottom-up rep-
lication strategies to investigate computational sharing
between simulation instances while maintaining execu-
tion accuracy. M�arquez et al. [10] proposed an agent
migration method to solve the workload imbalance
problem caused by complex interaction rules. Their
method runs based on Flame, and migration routines
are automatically generated from predefined templates.
Gorur et al. [11] suggested that simulation performance
can be improved by providing an optimistic time man-
agement mechanism instead of conservative time man-
agement. The differences between these two methods
were analyzed by applying the existing time warp algo-
rithm to RepastHPC. Wittek and Rubio-Campillo [12]
introduced a method for executing an agent-based sim-
ulation model in a cloud environment instead of using
existing high-performance computing infrastructure for
social scientists who lack specialized knowledge regard-
ing computing systems. Bandini et al. [13] analyzed the
necessary elemental techniques for developing a distrib-
uted parallel simulation platform. They claimed that
large-scale simulation platforms should provide agent
interaction, security, communication, data integration,
and synchronization.

3 | AGENT-BASED SIMULATION

3.1 | Agent-based modeling and
simulation

ABMS is a promising field of modeling and simulation
for analyzing complex problems in different fields, such
as biology, sociology, and computer science. It makes it
possible to analyze the macroscopic behavioral patterns
of an entire system by modeling the microscopic interac-
tions of agents within the system. This methodology con-
sists of three elements: agents, an environment, and rules
governing agent actions [20,21].

Over the past several years, various ABMS tools have
been developed with different characteristics to meet var-
ious requirements. Because most of these methods are
designed to run on a single instance, they are not suitable
for processing large models, such as complex modern
societal models. Based on this limitation, several

distributed and parallel ABMS tools have emerged to pro-
vide the functionality required to implement and execute
agent simulations on distributed resources. Among these
tools, RepastHPC is the most widely used and highly
scalable [22,23].

3.2 | RepastHPC

RepastHPC was developed by the Argonne National
Laboratory. It uses concepts similar to the previously
developed RepastJ and RepastSimphony models but has
been extended for parallel environments. RepastHPC
focuses on supporting distributed execution across multi-
ple processes.

3.2.1 | Agent

Agents are autonomous entities with behavioral rules
within a specific environment; they can be classified
into static and dynamic agents. Static agents have char-
acteristics that do not move, such as buildings, roads,
and parking lots. Dynamic agents have a unique feature
to change positions, such as people, cars, and bicycles.
However, there are no special restrictions when defin-
ing an agent. Any object in the real world can be
defined as an agent. Agent behavior is defined by algo-
rithms. It can range from simple deterministic rules to
sophisticated algorithms based on learning and evolu-
tion. In ABMS, the behavior of individual agents is reg-
arded as an event. For example, assuming that a person
moves to a specific destination, various means of trans-
portation, such as walking, bicycle, bus, and taxi, can
be used. In the simulation model, each action is defined
as an individual event. As the simulation model
becomes more sophisticated, the types of events
increase. This can lead to a tradeoff between simulation
performance and the ability to represent the real world
as closely as possible. Agents interact with each other
within a given environment to modify the state of the
entire system. Depending on the complexity of the
system and the number of agents participating in a
simulation, ABMS often requires considerable simula-
tion time.

3.2.2 | Distributed LP

RepastHPC employs the concept of distributing individ-
ual logical process (LP) across multiple computing
resources. Each LP corresponds to a physical process
generated by MPI and is responsible for processing the
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agents assigned to it. As simulation components, all
LPs have a shared context. The context is a container
that holds agents. When initializing a simulation, all
agents are partitioned according to the rules of the
model and stored in the context of each LP. A context
can have two types of agents: local agents assigned to
the LP itself and non-local agents copied from another
LP. Each LP maintains a list of shared agents as non-
local agents and keeps them up to date through a syn-
chronization phase.

3.2.3 | Global scheduler

RepastHPC supports the execution of time-based simula-
tion events. Because each LP operates independently in
distributed nodes, a global scheduler is needed to ensure
that all LPs execute events in the same timeframe. For
example, consider a simulation model that observes
changes in people’s daily behavior at 1-min intervals. If
the operation timing of LPs is not strictly controlled, even
though most LPs execute an event at the present time,
another LP may execute an event in the past or future.
These timing errors affect the validity of simulation
results. Global scheduler provides a conservative schedul-
ing mechanism that accurately synchronizes all LPs. All
events are defined in chronological order; the next event
can be executed after completing the current event. It
means that when an LP executes the next event, it is
guaranteed that all past events in LP have been
completed.

3.2.4 | Shared projections

All agents depicting the real world physically have
location-based locality and form a logical interrelation-
ship between agents. To support these characteristics,
it is necessary to construct a virtual space to express
the real world and manage agents. In ABMS, the vir-
tual space is called projection; RepastHPC provides
two projections: grid and network projections. Each
projection is distributed to each LP participating in a
simulation.

Shared grid
The shared grid provides a cell-based spatial processing
method for simulation models. A model can apply vari-
ous agent control techniques within a grid space, such as
moving a specific agent to a neighboring cell or searching
for neighboring agents. To support agent interactions on
adjacent LPs, RepastHPC provides a shared buffer that
supports the sharing of areas between LPs. Figure 1A

shows an example of a shared grid with four LPs. Each
LP has a subgrid of 4 � 4 cells in common. Thus, the sim-
ulation model can use an 8 � 8 grid space that is logically
combined. The gray block is the shared buffer, which is
an area of cells shared between each LP. For example,
LP2 maintains D10 from LP4 as a non-local agent, and
LP4 maintains C20 from LP3 as a non-local agent. All
non-local agents are kept up to date through synchroni-
zation at every step. The size of the shared buffer can be
defined as a parameter of a model and can be applied dif-
ferently according to the model’s rules. If the size of the
shared buffer increases, the simulation time may increase
based on the cost of agent synchronization.

Shared network
A network projection consists of a node corresponding to
agents and links between each node. Each LP oversees a
subnetwork constructed from the agents assigned to it. A
shared network provides a global network space by con-
necting the subnetworks of each LP. Each LP manages a
subnetwork where local agents participate as nodes and
has non-local connections with agents in other LPs.
Figure 1B shows an example of a shared network config-
uration in RepastHPC. The gray circles represent non-
local agents having a shared relationship with other LP
agents. In this example, all LPs have two local agents in
common, while D10, A10, and C10 are shared as non-local
agents with the associated LPs. Similar to a shared grid,
all non-local agents are kept up to date through synchro-
nization at all.

F I GURE 1 Shared projection to represent the virtual space

and relationships of agents in RepastHPC: (A) shared grid and

(B) shared network
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4 | PROBLEM ANALYSIS

4.1 | Comparison of simulation costs

The most basic approach of implementing an agent-based
model is to define events and observe changes in agent
behavior during execution over time. For example, if we
wish to observe changes in the daily behavior of individ-
uals at 1-min intervals, 1440 steps are executed. In each
step, the participating agents perform defined events and
change their states.

In a single simulation, the process described above is
straightforward and intuitive. Figure 2A shows that the
simulation scheduler only needs to execute steps
according to the defined time sequence. Furthermore, LP
executes events defined for all agents in each step, and
there are no delay issues between steps. Therefore, the
only factor influencing simulation performance is the
complexity of the algorithm executed in each step.

In distributed and parallel simulations, a synchroni-
zation task is required to maintain simulation consis-
tency. Figure 2B shows a simplified example of the entire
simulation process. It is obvious that the processing cost
of each LP is reduced compared to a single LP because
the agents are distributed and executed across multiple
LPs. However, it does not mean that the total simulation
time will be smaller. This is because the simulation
scheduler must wait for executing all LPs to be completed
and perform the synchronization task to maintain consis-
tency for the changed data in each LP. It means that the
next step can only be performed after completing the syn-
chronization. This is the key reason why many people do
not experience significant speedups in actual experiments
when they expect performance to increase according to
the number of distributed resources.

We will discuss how the differences between these
two simulation methods affect performance quantita-
tively. To this end, we define the single simulation time
as CostSLP and parallel simulation time as CostMLP.

CostSLP ¼ Setupþ
Xn
t¼0

Stept: ð1Þ

In (1), CostSLP is defined as the sum of the setup time
for initialization and the run times of the steps. Because
there is only one LP, the result only varies depending on
the number of steps and the complexity of the algorithm
executed in each step.

CostMLP ¼ Setup
LPs

þSyncinit

� �
þ
Xn
t¼1

Stept

LPs
þSynct

� �
:

ð2Þ
However, in CostMLP, we must carefully analyze more

detailed factors, as shown in (2). First, the initialization
stage is divided into setups at each LP and their initial
synchronization. Because the number of agents in each
LP is smaller than that in CostSLP, the setup time can be
reduced according to the number of LPs. Next, initial
synchronization of each LP is required using Syncinit
before executing the simulation. Despite these differ-
ences, the initialization stage does not significantly affect
the overall simulation time. This is because the initializa-
tion time is shorter than the time required to execute the
simulation. The performance issues related to the distrib-
uted and parallel ABMS are related to synchronization
costs that do not exist in CostSLP during the running
stage. It means that the total simulation time is affected
by the synchronization cost. To further examine this fac-
tor, we analyze the cost relationship between synchroni-
zation and steps as follows:

Synct = zero: This is when all agents are divided inde-
pendently into LPs, and there is no synchronization
between LPs. All LPs execute simulations only for their
agents without exchanging any information with other
LPs. In this scenario, there is no need for us to use paral-
lel ABMS. We can achieve the same result by simply run-
ning single partitioned simulations independently and
merging the results.
Synct < Stept: This is when the complexity of the algo-
rithm is very high in Stept. Models can be designed in this
way; however, such a scenario is uncommon in large-scale
agent-based modeling. Generally, the goal of using distrib-
uted and parallel ABMS is to observe the behavioral
changes in large numbers of lightweight agents, such as
those used in the modeling of urban human behavior.
Synct ≥ Stept: This is when synchronization takes more
time than the actual execution time of the algorithm. It
occurs when a large amount of data are exchanged
between LPs in each simulation step based on agent
interactions. In some cases, models may be designed to
deliberately reduce agent interactions to improve

F I GURE 2 Comparison of execution flows for a single

simulation, and a distributed and parallel simulation: (A) single

simulation with one logical process (LP) and (B) distributed and

parallel simulation with multiple LPs
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simulation performance. However, this is not a desirable
method because it does not properly reflect real systems.
Instead, we must analyze the root causes of this problem
inside simulation platforms and determine a method for
solving the problem fundamentally.

4.2 | Communication for local LPs

Communication between LPs is inevitable for synchroni-
zation in distributed and parallel ABMS. However, by
carefully examining internal data flows, we obtained
communication inefficiencies that have not been ana-
lyzed in previous studies. Figure 3 shows an example of
communication for synchronization between LPs in a
grid space consisting of four servers. Each server has nine
LPs. There are two types of shared cells between LPs for
synchronization: blue cells shared by local LPs and red
cells shared by remote LPs. Both cells use MPI calls in
the same manner to exchange information between LPs.

In the red cells, we inevitably use MPI calls to com-
municate with LPs on remote servers. However, there is
room for improvement in the blue cells because local LPs
can communicate with each other without MPI calls to a
server. If there is another method for sharing data
between local LPs within a server, it will be an opportu-
nity to reduce communication costs significantly. It is
worth noting that the number of shared cells between
local LPs is greater than the number of shared cells
between remote LPs (Figure 3). Therefore, we can
achieve significant communication cost savings by reduc-
ing the MPI calls between local LPs.

The case of the network space is similar to that of the
grid space. Regardless of the locality of LPs, all LPs have

no choice but to use MPI calls for synchronization. In
some cases, the performance reduction may be more
significant than that of the grid. The grid allows us to
estimate the number of shared agents because each LP
shares a fixed size of space. However, in the case of the
network space, the number of shared agents may vary
depending on the number of links connected to an agent
node. For example, when modeling the social behavior of
urban residents, a particular celebrity agent may be associ-
ated with multiple LPs simultaneously. In the worst-case
scenario, multiple links between associated agent nodes
could result in all-to-all MPI communication for all LPs.

4.3 | Execution imbalance

As mentioned previously, RepastHPC employs a conserva-
tive synchronization mechanism, where the next step can
only be executed when all LPs in the current step are com-
pleted (Figure 4). We now focus on the fact that all LPs
are not guaranteed to be completed simultaneously. These
varying completion times can affect the overall simulation
performance. Typical examples of this issue include agents
that are unevenly distributed to LPs or heavier agents,
such as super spreaders in a virus model deployed in some
LPs. Even if agents are initially deployed evenly, the bal-
ance would eventually be broken by the movement of
agents between LPs. In such a scenario, the completion
times of some LPs will be relatively delayed, and the
remaining LPs will have to wait in an idle state.

5 | SYSTEM MODEL

5.1 | Design concept

As discussed previously, the key problem in distributed
and parallel ABMS is the high communication costs for
synchronization. However, because synchronization can-
not be arbitrarily eliminated in a distributed environ-
ment, we designed an alternative system architecture to
reduce communication and computational costs. To this
end, we follow two main approaches.

F I GURE 3 An example of synchronization between logical

processes (LPs) in a grid space consisting of four servers. Each

server has nine LPs. Blue cells require message-passing interface

(MPI) communication between local LPs and red cells require MPI

communication between remote servers

F I GURE 4 Runtime imbalance between logical processes

(LPs). Because some LPs are slow, the remaining LPs in the same

step must wait in an idle state
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First, we design an architecture that fundamentally
eliminates MPI communication between local LPs
belonging to the same server. For RepastHPC, MPI com-
munication between all LPs is inevitable. The reason is
that RepastHPC creates an independent MPI-based pro-
cess that corresponds to each LP, regardless of its server
locality. Each MPI process is distinguished only by its
assigned rank identifier. However, these rank identifiers
do not reflect server locations. Therefore, all processes
must always use MPI calls to communicate, regardless of
whether they are on the same server. For example, sup-
pose we have two servers with 16 CPU cores. If an MPI
process is created for each core, then 16 processes are cre-
ated per server for 32 processes. Here, if communication
is required between all MPI processes, the number of
MPI channels increases according to the number of pro-
cesses. Under these conditions, if we can configure local
LPs on the same server as a single process, the number of
MPI channels can be reduced to one depending on the
number of servers. It means that we can reduce commu-
nication costs significantly compared with traditional
approaches. Because the number of cores installed on
servers increased significantly, the effects of reducing
communication costs between local LPs can be amplified.

Second, we design an execution control technique to
mitigate the impact of simulation delays caused by local
LPs completion time imbalances. The simplest method for
avoiding delays is to balance a workload by migrating
agents across local LPs. This approach may balance simu-
lation times for each LP. However, it is not practical
because the time required to move agents is significant.
This is the main reason why RepastHPC does not
provide such a balancing method. However, if local LPs
within the same server can share all agents, this problem
can be solved by simply adjusting the processing range of
shared agents for each local LP without physically moving
agents between LPs. We present algorithms and proce-
dures for solving this problem in the following sections.

To verify the above concepts, we design a system to
enhance the widely used RepastHPC system instead of
developing a completely new system. This allowed us to
verify the proposed concepts without considering the var-
ious functions that parallel simulation tools should pro-
vide. In what follows, we refer to our enhanced
implementation as RepastHPC+.

5.2 | Parallelizing local LPs

Overall performance improvements can be achieved by
eliminating MPI communication between local LPs.
However, an essential premise is that parallelism should
be guaranteed to operate correctly, regardless of the

applied techniques. Therefore, we carefully designed
RepastHPC+ to maintain the same parallel concepts
while reducing communication costs.

5.2.1 | System architecture

Figure 5 shows the architecture of the proposed Rep-
astHPC+ system. An essential difference compared to
RepastHPC is that our system creates only one MPI pro-
cess within a server. Thread-based LPs are maintained
within a single MPI process to ensure node parallelism.
All thread-based LPs are designated to run on dedicated
CPU cores to ensure optimal performance based on the
independent use of system resources. All LPs do not have
statically partitioned agents; however, they share a global
agent space within a process.

Local shared context
This extends the existing context to provide a global mem-
ory space shared by all local LPs. Instead of owning agents
individually, each local LP is dynamically assigned a por-
tion of the agents in the local shared context. Additionally,
local LPs have no data movement because the local shared
context is a memory space shared by all local LPs.

Scheduler
This assures the execution order of simulation events. We
use a technique similar to that in RepastHPC to guaran-
tee the sequence of event processing between servers.
However, the thread-based local instances are handled
using simple signals instead of MPI calls.

Load balancer
This controls the fair execution of local LPs. Even if
agents are evenly distributed on each LP, the run times of

F I GURE 5 Architecture of the RepastHPC+ system for

improving simulation performance. Each logical process

(LP) corresponds to one CPU core. Because all LPs share a local

context, no additional communication framework is required.

Message-passing interface (MPI) communication occurs only

between servers through a synchronizer
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the LPs vary for different reasons. Additionally, execution
imbalances accumulate as the number of simulation
steps increases. Therefore, when a shared agent is
assigned to local LPs, we apply distribution algorithms
according to the workload of each LP.

Synchronizer
This synchronizes the status of the agent at each simula-
tion step. For RepastHPC, the synchronization of all LPs
always requires MPI calls. Because RepastHPC+ supports
a local shared context where local LPs share agents, syn-
chronization between local LPs is unnecessary. There-
fore, synchronization using MPI calls is only necessary
for data that require sharing between servers.

5.2.2 | Two-step scheduling

In RepastHPC+, scheduling is performed in two steps:
inter-server and inter-local-LP controls (Figure 6). First,
when all servers the step corresponding to a specific tick,
the scheduler initiates a simulation by sending a signal to
local LPs and waits for completion signals from those
LPs. Signal processing between local LPs can be accom-
plished using either a semaphore or thread API, and both
methods provide the same effect. Second, after the simu-
lation completion of all local LPs is confirmed, the sched-
ulers of all servers ensure that all event processing is
completed through MPI all_reduce() calls.

5.2.3 | Local LP management

Within the same server, local LPs run as threads. This
can be accomplished in different ways. Typical schemes
include OpenMP and native threads. Many studies have
shown that there is little difference in performance
between these two methods. Regardless, there are still
some essential considerations when applying these two
methods to agent-based simulation.

OpenMP
This method provides parallel execution without compli-
cated thread programming. In OpenMP, parallelization
can be achieved by simply declaring the phrase “#pragma
parallel for” for several objects that execute the same algo-
rithm repeatedly [24]. In this case, OpenMP automatically
creates the required threads and assigns portions of for-
loops evenly to each thread. For example, suppose that
four threads handle 100 for-loops. Then, OpenMP assigns
25 loops (100/4) to each thread. Especially, loops in the
range 1 to 25 are allocated to thread 1; loops in the range
26 to 50 are allocated to thread 2. A fixed range is always
allocated to each thread. In this case, if there are high-load
agents within the range of 1 to 25, the processing cost of
thread 1 increases compared with those of the other
threads. There is no way to control this imbalance because
OpenMP supports only simple static partitioning.

Native threads
This is a technique where users develop parallel thread
modules using native libraries, such as pthread. It incurs
additional development costs, and various advantages
can be gained. First, dynamic agent assignment for each
thread is possible. By quantitatively analyzing the
processing costs of the agents assigned to each thread, a
different number of agents can be assigned to threads
through a distributed algorithm for load balancing. Sec-
ond, this technique provides flexibility in the concur-
rency control of threads. Because OpenMP uses only
predefined compiler directives, it is convenient but does
not provide detailed control. Finally, using the native
thread method facilitates the implementation of low-level
functions according to developer intentions.

In addition to the above factors, there are many other
differences between the characteristics of these methods.
However, in this study, we applied a native thread scheme
to our system to achieve the dynamic distribution of
agents. Because OpenMP only supports simple static par-
titioning, there is no way to control execution imbalances
between threads. Therefore, by using native threads, we
can apply an algorithm that optimally deploys agents to
threads according to the load of each thread.

5.2.4 | Concurrency for shared agents

RepastHPC does not require any concurrency control
techniques since each LP runs independently in a single
process. However, in RepastHPC+, additional techniques
for concurrency must be considered because many local
LPs share the same memory space. We will discuss con-
currency issues in the context of grid space, network
space, and agent objects.

F I GURE 6 Event scheduling method. The scheduler provides

a two-step scheduling mechanism: (1) controls event-parallel

execution through signals for local logical processes (LPs) and

(2) guarantees the global execution order through message-passing

interface (MPI) all reduce calls between servers
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Context
Here, a race condition occurs when agents are added,
deleted, or searched. To prevent conflicts between local
LPs, we assign an exclusive lock for insertion and dele-
tion and a shared lock for searching. Because adding or
deleting agents is rare during simulation runs, the con-
currency impact on the context is not significant. In most
cases, many operations are used to search for specific
agent sets.

Grid space
The grid space provides agents with a cell-based space lay-
out. Internally, RepastHPC provides a way of managing
agents in the same location in a single vector data struc-
ture. This is an effective choice in terms of development
convenience since concurrency control is unnecessary
within LP. However, this structure can increase agent den-
sity in a particular location. Even if we set a lock for con-
currency, it can only provide coarse-grained concurrency
control for locations with high density. This results in side
effects that reduce the performance of parallel execution.
For more fine-grained concurrency control, RepastHPC+
vertically divides each cell into multiple agent layers and
controls the distribution in each layer according to agent
identifiers. In this manner, we can reduce agent density
within a cell and avoid the performance degradation
induced by concurrency control.

Network space
When controlling concurrency in the network space, we
must consider that adding or removing nodes simulta-
neously affects parent and child nodes with link connec-
tions. Therefore, we must ensure concurrency by setting
a lock on parent and child nodes in the event of a change
in the structure of a particular node. However, in a direc-
tional network structure, a deadlock can occur based on
the use of locks. Therefore, it is necessary to assign locks
in the order of parent and child nodes to avoid deadlocks.

Agent
An agent is an object that executes a particular event
with its properties. From a concurrency perspective, there
may be two types of behavior exhibited by agents. The
first is when an agent handles events alone, and the sec-
ond is when an agent’s behavior affects the behaviors of
other agents. The former type is an isolated operation
and does not require concurrency control, but the latter
type requires concurrency control to prevent conflicts.
Regardless, we consider agent concurrency control as a
role of the model developer because agent behavior con-
trol is performed at the model layer. Additionally, we
provide an interface for locking classes so that model
developers can selectively apply agent locking as needed.

5.3 | Balanced local LPs

5.3.1 | Simulation window

All instances cannot complete simulations simultaneously
in a parallel environment because they run independently.
This is an unavoidable problem, regardless of how evenly
agents are assigned. However, such a scenario reduces sim-
ulation performance depending on the scheduling policy.
For example, if a particular LP takes a relatively long time,
the other LPs must wait in an idle state.

To solve these problems, we propose the concept of
simulation windows to ensure fair execution of local LPs
within a server. The simulation window represents the log-
ical range of the agents stored in the context, and each LP
always has one window. All window sizes are uniformly
initialized by dividing the entire set of agents by the num-
ber of LPs. Thus, if no custom algorithm is applied, the
original window size will not change. However, when
using algorithms to assign agents to LPs, the window size
may vary dynamically in each step (Figure 7).

As the window size increases, the number of agents
handled by local LPs increases proportionally. However,
it does not mean that the processing time for that win-
dow increases. For example, if high-load agents are con-
centrated in a particular area, the window size at that
location gradually decreases. Conversely, the sizes of the
windows where low-load agents are concentrated can
grow. The core concept of the proposed algorithm for
determining window sizes is to control the processing
load of each LP in a balanced manner according to the
load in each step.

5.3.2 | Algorithms

In this section, we describe how simulation windows are
determined to balance local LPs’ computing loads. The

F I GURE 7 Optimizing the workload of logical processes

(LPs). We analyze the cost of each LP in the previous step and

reassign agents to each LP to achieve balanced execution conditions
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most basic principle is to estimate the next window range
according to the execution cost of a window measured in
the previous step. If the cost of a particular window is
greater than those of other windows, we assign a smaller
window size to the corresponding LP in the next step.

Costavg ¼
P

Costi

Number of Windows
: ð3Þ

As shown in (3), we refer to the time cost of each win-
dow within a step as Costi. Costi is the cost that the i-th
window incurs to execute agent events within a step.
Costavg is the average total cost divided by the number of
windows. Because one window is allocated per LP, the
number of windows is the same as the number of LPs.

Deltai ¼ Costavg�Costi
� �� Costavg

Costmax

� �� �
: ð4Þ

Equation (4) defines a method for calculating adjust-
ments to estimate the range of the next window
according to the cost of the previous window. We define
the adjustment of the i-th window as Deltai. It can be a
negative or positive value depending on the difference
between Costavg and Costi, and each window has a differ-
ent Deltai value. For windows with high loads, negative
values reduce the size of the next window, whereas for
windows with small loads, the size of the window
increases. It means that the next window range is deter-
mined according to the Delta value. However, if the size
of the next window is set purely based on the result of
the previous step, it can lead to temporary load fluctua-
tions in some cases. To avoid this situation, a compensa-
tion value is applied to each Deltai. The compensation
value is selected by dividing the average value of the cost
(Costavg) by the maximum value of the cost (Costmax).

LoadAssignmenti ¼CostiþDeltai: ð5Þ

Equation (5) predicts the amount of load that each LP
will handle in the next step. A predicted value can be
obtained by adding Deltai to the previous Costi value. As
described above, a reduced prediction value is used
because high-load LPs have negative Deltai values.

NextWindowRatioi ¼ LoadAssignmentiPn
w¼1

LoadAssignmentw
: ð6Þ

Finally, the next window size can be estimated as the
percentage of the predicted value for each LP among the
total predicted LoadAssignment, as shown in (6). We use

NextWindowRatioi to determine the range of agents to be
assigned to the i-th LP in the context.

Algorithm 1 presents the detailed procedure for
applying the above methods. This algorithm assumes that
the size of each window is uniformly set during the simu-
lation initialization phase. In each simulation step, the
process of determining the next window size consists of
two steps. In Function 1, each LP calculates the execution
cost for running the events in that step. First, the LPs use
their windows’ start and end positions to determine the
ranges of agents assigned to them within the local shared
context. Next, a timer measures the processing time
before and after processing all agents assigned to each
LP. In Function 2, we determine the next window size
from the LPs’ cost in Function 1. If the standard devia-
tion value of all costs is within 5% of the average cost
value, all windows are allocated according to the default
value without any adjustment. This method prevents
hypersensitivity caused by temporary changes in load.
Otherwise, we determine the next window size for all LPs
as described in (3) to (6).

6 | EVALUATION

6.1 | Experimental setup

To support distributed and parallel simulation, we con-
struct a cluster of eight servers connected to a gigabit net-
work (Table 1). Each server creates local LPs according to
the number of cores (16 LPs per server and 128 LPs
across the cluster). Because it is essential to ensure fair-
ness for verification, we use a model that combines exam-
ple models consisting of grid and network projections
provided by RepastHPC instead of developing a new
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simulation model. The grid model is a cell-based agent
movement model, and we deploy human agents in
100 � 100 cells. The network model uses the network
projection and represents the relationships between each
agent. At simulation initialization, each LP has
16 infected individuals. All individuals perform two
actions at each step: move in an arbitrary direction
within the grid projection to emulate daily activities and
propagate the infection to people connected within the
network projection according to the given probabilities.

6.2 | Local LP optimizations

In this section, we verify the proposed techniques for
local LPs belonging to the same server. Section 5.2.1
describes the effects of optimizing communication costs
between local LPs, and Section 5.2.2 highlights the per-
formance improvements achieved by balancing the exe-
cution of local LPs. We used one million agents to test
the local LPs.

6.2.1 | Communication costs

As described previously, the main issue causing perfor-
mance degradation in distributed and parallel simula-
tions is the communication cost for synchronization
between LPs. In this study, we proposed a method for
solving this problem by eliminating synchronization
between local LPs on the same server. To observe perfor-
mance differences under various conditions, we used
sharing ratios with Figure 8A no sharing, B sharing 10%
of agents, and C sharing 20% of agents. Figure 8 shows
the comparative results for the communication costs
between local LPs according to the agent sharing ratio.

Figure 8A shows the simulation results when there is
no agent sharing. Here, the x-axis represents the number
of local LPs, and the y-axis represents the average
processing time in milliseconds per step. Because there is
no communication between local LPs, each LP runs a

simulation independently. Therefore, the simulation time
decreases as the number of local LPs increases. There is no
difference in performance between RepastHPC and Rep-
astHPC+ in this case. However, the two methods exhibit
different patterns when local LPs share agents. Figure 8B,C
shows the results of sharing 10% and 20% of agents, respec-
tively. For RepastHPC, additional synchronization costs
are incurred as the number of local LPs increases and the
agent sharing ratio increases. This is the reason why MPI
functions are used to communicate agent changes to other
local LPs. Therefore, if the sharing ratio exceeds 20%, syn-
chronization may take longer than the simulation run
time. However, in RepastHPC+, no communication for
synchronization is necessary because all local LPs share
agents within the same memory space in the server. There-
fore, our method provides consistent simulation perfor-
mance, regardless of the agent sharing ratio (Figure 8A–C).

Additionally, even though a lock is required to share
data between local LPs in RepastHPC+, the cost is negli-
gible for the following reasons. First, the locking cost is
significantly smaller than the processing cost of the
agent’s event algorithm. In our experiments, each agent
performs algorithms, such as route exploration for move-
ment to the destination, determination of infection prop-
agation, and change in agent’s status according to the
infection. Therefore, the locking cost of locking is negligi-
ble compared to the cost of each event function. Second,
as described in Section 5.2.4, we control the lock in a

F I GURE 8 Communication costs according to the agent

sharing ratio between logical processes (LPs) belonging to the same

server: (A) no sharing, (B) sharing 10% of agents, and (C) sharing

20% of agents

TAB L E 1 Test environment for verifying RepastHPC+

Number of
servers

Eight server cluster
- Intel Xeon E5-2623 16 core
- 256 GB memory, gigabit ethernet

connected

Number of LPs Section 5.2: 16 LPs (1 server)
Section 5.3: 128 LPs (16 LPs � 8 servers)

Number of
agents

1 million to 10 million

Projections Grid & network projection

Abbreviation: LP, logical process.
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fine-grained manner, ensuring that the performance
degradation caused by the lock is minimized. Therefore,
performance degradation due to pure lock is minimal.

6.2.2 | Balanced LP effects

As a simulation proceeds, the completion time of LPs in
each step gradually changes. Figure 9 shows the perfor-
mance results under the effects of execution imbalances
for LPs in the form of boxplots. To reproduce the perfor-
mance imbalance phenomenon, we assigned the same
loads to 15 LPs and additional loads to LP1 in the range
of 0% to 50% of the size of the standard load. Because
RepastHPC does not provide any load balancing, the
average time deviation of the LPs increases as the addi-
tional load assigned to LP1 increases. The box areas at
the bottom and top positions represent the average time
for all 15 LPs and LP1, respectively. From a simulation
perspective, the remaining 15 LPs must wait in an idle
state until LP1 finishes processing because a step is com-
pleted when all LPs have finished processing. However,
RepastHPC+ yields a relatively consistent execution
times, regardless of the additional load. This is because
the simulation window algorithm dynamically changes
the number of agents handled by each LP according to
the current load conditions.

Figure 10 shows a comparison of total simulation
time in seconds when 1000 steps are executed repeatedly.

As the load imbalance increases, RepastHPC requires
more simulation time than RepastHPC+.

6.3 | Distributed simulation

The main goal of our method is to optimize the perfor-
mance of local LPs belonging to the same server. To ver-
ify that this concept works in a distributed environment,
we executed the same model discussed in the previous
section on a cluster of eight servers and analyzed the
results. We allocated 10 million agents to the simulation
to create a large simulation model. Figure 11A shows the
simulation results when there are no shared agents
between LPs and 10% additional load is allocated to one

F I GURE 9 Comparison of execution imbalances between

RepastHPC and RepastHPC+ for logical processes (LPs) belonging

to the same server. RepastHPC+ exhibits relatively consistent

execution times, regardless of additional loads

F I GURE 1 0 Comparison of total simulation times between

RepastHPC and the RepastHPC+ for logical processes (LPs)

belonging to the same server

F I GURE 1 1 Comparison of execution times for each

simulation step using eight servers: (A) no agent sharing and 10%

additional load on one logical process (LP) per server, (B) sharing

10% of agents and 10% additional load on one LP per server
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LP on each server. Here, the x-axis represents the number
of simulation steps, and the y-axis represents the average
execution time in milliseconds per step. One can see that
RepastHPC requires about 20% more execution time than
RepastHPC+. Figure 11B shows the simulation results
when an additional 10% of the agent share is assigned to
one LP on each server. RepastHPC+ provides faster sim-
ulation performance than RepastHPC because it handles
the execution imbalance problem and reduces the com-
munication cost between local LPs.

7 | CONCLUSIONS

This study presented an improved system architecture for
distributed and parallel simulations by minimizing
instances synchronization cost and execution imbalance.
On the basis of the proposed architecture, we used an
optimization algorithm to maximize simulation perfor-
mance. Instead of executing an MPI process every
instance, we manage a single MPI process that serves
multiple threads per server. This makes it possible to
handle various problems related to parallel simulation
more easily than traditional MPI-based techniques. First,
we proposed a solution to eliminate the synchronization
cost between local LPs on the same server. Because all
local LPs share a single agent memory space, no data
movement occurs between local LPs. Second, we solved
the execution imbalance problem by applying a simula-
tion window concept. Even if agents are distributed
unevenly, the proposed algorithm always guarantees a
balanced execution state. The experimental results
showed that the proposed concept performs better than
conventional methods under different conditions.
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