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Abstract

Transformer models have had a great impact on natural language processing

(NLP) in recent years by realizing outstanding and efficient contextualized lan-

guage models. Recent studies have used transformer-based language models

for various NLP tasks, including Persian named entity recognition (NER).

However, in complex tasks, for example, NER, it is difficult to determine

which contextualized embedding will produce the best representation for the

tasks. Considering the lack of comparative studies to investigate the use of dif-

ferent contextualized pretrained models with sequence modeling classifiers,

we conducted a comparative study about using different classifiers and embed-

ding models. In this paper, we use different transformer-based language

models tuned with different classifiers, and we evaluate these models on the

Persian NER task. We perform a comparative analysis to assess the impact of

text representation and text classification methods on Persian NER perfor-

mance. We train and evaluate the models on three different Persian NER

datasets, that is, MoNa, Peyma, and Arman. Experimental results demonstrate

that XLM-R with a linear layer and conditional random field (CRF) layer

exhibited the best performance. This model achieved phrase-based F-measures

of 70.04, 86.37, and 79.25 and word-based F scores of 78, 84.02, and 89.73 on

the MoNa, Peyma, and Arman datasets, respectively. These results represent

state-of-the-art performance on the Persian NER task.
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1 | INTRODUCTION

Named entity recognition (NER) detects and classifies
named entities in text into categories, for example,
persons, organizations, locations, and time expressions.
NER is a fundamental task in many natural language
processing (NLP) applications, for example, information
extraction, text summarization, and machine translation,

especially for low-resource languages, for example, Per-
sian, which requires additional features to process the
text effectively.

NER is applied to various domains, and the set of
entities is selected based on the given domain, for exam-
ple, NER has been used to extract drug and disease
mentions in English and Russian by Miftahutdinov and
others [1]. In addition, Chen and others [2] investigated
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clinical NER tasks and compared different active learning
algorithms for NER, and Carbonell and others [3] applied
NER to handwritten data jointly with text localization
and transcription.

NER facilitates disambiguation and improves the per-
formance of many NLP tasks. For example, the word jag-
uar can be interpreted as a large field species or a vehicle
manufacturing company; however, NER can help disam-
biguate this term using the given context.

There are two approaches to NER, that is, the rule-
based and statistical approaches. In rule-based NER, sys-
tem designers set rules to identify named entities. In con-
trast, in statistical NER, named entities are identified
using statistical models and machine learning tech-
niques. Supervised machine learning uses a tagged cor-
pus to approximate a generalized function from the text
to NER tags. Deep learning is a subset of machine learn-
ing methods that employs artificial neural networks and
representation learning techniques. This approach has
demonstrated the best performance in many NLP bench-
marks. Thus, in this study, we used deep learning-based
models for NLP. Specifically, we used transformer-based
language models fine-tuned with additional fully con-
nected recurrent neural networks and CRF layers. We
also used pretrained word embedding vector representa-
tions with recurrent neural networks as a baseline to
evaluate our models.

Peters and others [4] introduced ELMo, a general
approach to learn high-quality deep context-dependent
representations from bidirectional language models. They
gained improvements over the previous state-of-the-art
models using ELMo for many NLP tasks, including ques-
tion answering, textual entailment, semantic role label-
ing, coreference resolution, sentiment analysis, and NER.
They also reported that the bidirectional language model
layers efficiently encode both syntactic and semantic
information of words in-context.

Bidirectional encoder representations from trans-
formers (BERT) is a contextualized language model intro-
duced by Devlin and others [5] that uses left and right
contexts to learn deep bidirectional representations from
text. Note that previous models did not consider left-to-
right or right-to-left conditioning or a shallow mixture of
both. Therefore, to fine-tune the BERT model, a single
additional output layer over the pretrained BERT model
can be sufficient to create state-of-the-art models for
many tasks, including NER, and there is no need for sig-
nificant task-specific architecture changes. BERT first
exploited the power of transformer encoders in natural
language processing and achieved state-of-the-art results
in many NLP tasks, including natural language inference,
paraphrase identification, question answering, textual
entailment, and sentiment analysis. In this study, we

used multilingual BERT (mBERT), which supports the
Persian language.

Conneau and others [6] released XLM-R, which is a
multilingual model pretrained using many languages and
achieves state-of-the-art results in cross-lingual under-
standing. They exploited multilingual models without
compromising performance. XML-R has significantly
outperformed mBERT on various cross-lingual bench-
marks, and we implement XLM-R in our models.

In addition, we train our models using the ParsBERT
model [7], which is a monolingual BERT model for the
Persian language that has outperformed other architec-
tures and multilingual BERT models. We also include
earlier sequence taggers, for example, bidirectional long
short-term memory (BiLSTM) [8] and CRF to our pre-
trained models to provide a comprehensive comparative
study of the impacts of text representation and learning
models in NER.

The availability of various contextualized models for
Persian language modeling, for example, XLM-R,
mBERT, and ParsBERT, and different sequence modeling
classifiers, for example, CRF and LSTM, motivated us to
investigate the key design decisions for a Persian NER
model, that is, selecting the language model and classi-
fier, to identify the best model while evaluating models
on different datasets and evaluation metrics. To the best
of our knowledge, this is the first study to examine the
performance of XLM-R in Persian NER. In addition, this
is the first study to provide a comprehensive comparison
of different language models and classifiers using various
datasets and metrics. We provide comprehensive results
on various representation and various learning models
for Persian NER. In our experiments, we found that the
combination of XLM-R + linear + CRF obtained the best
performance, and we compared this model to state-of-
the-art models on the Persian NER task.

The remainder of this paper is organized as follows. In
Section 2, we introduce previous work related to Persian
NER, including early rule-based models, probabilistic
approaches using hidden Markov models (HMM) and
CRFs, and deep learning models. In Section 3, we describe
transformer-based language models that support Persian.
In this study, we focus on the mBERT, ParsBERT, and
XLM-R models. In Section 4, we discuss evaluation
experiments, including the experimental datasets and their
characteristics, the experimental setup, results, and key
observations. Finally, the paper is concluded in Section 5.

2 | RELATED WORK

Here, we introduce previous studies in Persian NER with
a focus on recent advanced techniques.
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Mortazavi and Shamsfard [9] employed a rule-based
system for NER, and different researchers have based
their work on the model proposed by Mortazavi and
Shamsfard [9]. For example, Abdoos and Minaei [10]
improved the results of Mortazavi and Shamsfard [9] by
exploiting “Ezafe,” which is an unstressed vowel (-e).1

In addition, Moradi and others [11] combined a rule-
based model and HMMs for Persian NER, and their
model outperformed the model proposed by Mortazavi
and Shamsfard [9]. Hosseinnejad and others [12] used
CRF with a feature set of unigrams, bigrams, and part
of speech tags, and Moradiannasab and others [13]
developed a Persian NER framework using dictionary
matching and regular expression matching models. They
also employed word lists collected from several online
resources, and they applied part of speech tags in the cor-
pus to filter out inaccurate entries. Khormuji and
Bazrafkan [14] reduced the occurrence of false positives
using dictionaries created from the entities of the National
Library and Archives Organization of Iran, and they
employed a cacheable prefix-tree data structure to scale
their model to function with large numbers of phrases.

Persian NER studies have also focused on learning
approaches. For example, Dashtipour and others [15]
developed a scalable hybrid system using a grammatical
rule-based approach with machine learning for Persian
NER to recognize three named entities, that is, person,
location, and date.

In addition, as early as 2016, deep learning
approaches have been applied to Persian NER. Poostchi
and others [16] trained Persian NER models using
deep learning and word embeddings based on GloVe,
CBOW, skip-gram, and HPCA. They also released the
ArmanPersoCorpus by annotating a subset of the
BijanKhan corpus [17] into six entity classes. In addition,
Bokaei and Mahmoudi [18] employed recurrent and con-
volutional neural networks to extract features. Here, they
trained their model on ArmanPersoNERCorpus and
employed a fully connected network and CRF layer to
decode the best tag sequence.

Shahshahani and others [19] released the Peyma
dataset by annotating Persian news text with seven entity
classes and a single class for other entity types. They then
developed a hybrid model using both manually generated
rules with the lists of frequently named entities and sta-
tistical models, for example, a CRF model and LSTM.
Hafezi and Rezaeian [20] employed BiLSTM-CRF and
pretrained character-based vectors, and they realized
state-of-the-art results on the Arman dataset. In addition,

Momtazi and Torabi [21] introduced a new dataset by
annotating Persian Wikipedia articles with 15 types of
tags, and they trained a deep learning-based NER model
on this dataset. To extract embeddings using characters,
they used BiLSTM with word2vec word embeddings and
character-level word embeddings, which employed con-
volutional neural networks to construct word embed-
dings based on the characters.

The most recent works in this field investigated con-
textualized word representation. For example, Taher and
others [22] used a pretrained BERT model and trained a
Persian NER model by adding a CRF layer. They ranked
second at the NSURL competition and achieved results
showing that BERT is a favorable solution to tackle low-
resource problems based on transfer learning. Jalali
Farahani and Ghassem-Sani [23] also employed BERT
for Persian NER, and they trained their model based on
several active learning strategies.

We follow the recent trend in Persian NER, that is,
using contextualized language models. Although various
studies have focused on Persian NER to the best of our
knowledge, none have provided a comparative analysis of
text representation and learning models to investigate the
design choices in an NER system. Thus, this study pro-
vides comprehensive Persian NER results obtained using
various representation models and learning models.

3 | NER WITH TRANSFORMER-
BASED LANGUAGE MODELS

Here, we explain the components of the NER task.
Figure 1 shows the overall structure of our proposed
model.

1The Ezafe vowel appears after a noun and before its modifier (Noun-e
Modifier). Ezafe also appears between subsequent modifiers (Noun-e
Modifier1-e Modifier2-e Modifier3).

F I GURE 1 Diagram of the proposed model
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3.1 | Representation models

3.1.1 | Multilingual BERT

BERT is a language model that provides contextualized
text representations using transformers. The mBERT
model is pretrained on different languages (including
Persian) that can be fine-tuned easily for various NLP
tasks. Note that BERT can be used for a downstream task
by initializing the pretrained parameters. The model is
then fine-tuned using labeled data for the target task such
that a different fine-tuned model is generated for each
task. BERT uses the WordPiece tokenizer [24], and a spe-
cial classification token [CLS] is used as the first token of
every sequence to show a representation for the whole
sequence for classification tasks as a hidden state. Here, a
token [SEP] is used to bind sentence pairs into a single
sequence, and a learned embedding is used to separate
the sentence pairs. Note that conditional language
models can only be trained in one of the two directions,
that is, left-to-right or right-to-left training. BERT is
trained on two objectives: (i) a masked language model
that randomly masks some percentage (typically 15%) of
the input tokens and then predicts masked tokens to
learn representations and (ii) next sentence prediction,
which attempts to understand sentence relationships.
Data for this task can be created easily using arbitrary
monolingual corpora.

3.1.2 | ParsBERT

ParsBERT [7] is a monolingual BERT model trained by
Hooshvare Lab.2 It is trained on monolingual corpus of
Persian text and has achieved state-of-the-art results by
outperforming previous mBERT-based and recurrent
neural network-based models in several benchmarks.
Note that we expect our model to outperform mBERT
and BiLSTM-CRF models on the experimental dataset.

3.1.3 | XLM-R

XLM-R [6] is a multilingual language model trained
using a large corpus of CommonCrawl data from 100 -
languages. XLM-R has been shown to significantly out-
perform previous multilingual models, for example, the
mBERT and XLM models. In addition, Conneau et al. [6]
studied some important factors to demonstrate the limita-
tions of multilingual masked language modeling. For
example, they analyzed the rich-resource versus

low-resource tradeoff and the importance of key hyper-
parameters by increasing the vocabulary size. They also
found that considering more languages can improve
cross-lingual performance; however, after training using
more than 15 languages, the performance decreased,
which they referred to this as the curse of multilinguality.
They improved the performance in case of low-resource
languages by exploiting cross-lingual transfer learning.
By training a cross-lingual language model, they achieved
better results compared to the monolingual models, espe-
cially for low-resource languages.

Unlike ParsBERT [7], which has demonstrated that
monolingual language models outperform multilingual
models, we expect XLM-R to outperform Persian mono-
lingual BERT considering the reported results by Conneau
and others [6], who showed that XLM-R outperformed
monolingual English BERTlarge and obtained perfor-
mance that is equal to that of XLNetlarge. XLM-R has also
outperformed other multilingual language models on
NER in English, Spanish, Dutch, and German. Thus, we
also expect to achieve promising results for Persian.

3.2 | Learning models

In this study, we employ representations produced by
transformer-based language models and fine-tune these
representations for NER by adding classifiers to the end
of the language models. The first set of models include
fully connected layers with SoftMax on top of the trans-
former models. Figure 2 shows how a transformer-based
language model (i.e., mBERT, XLM-R, and ParsBERT in
this case) is used for NER.2https://hooshvare.github.io/.

F I GURE 2 Using contextualized representation models

(mBERT/XLM-R/ParsBERT) and a linear classifier on the top of

the representation models for NER [5]
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We then add a CRF layer to the embedding models.
Figure 3 shows the structure of this model. Finally, we
employ a transformer encoder with a BiLSTM layer and
CRF layer at the end, as shown in Figure 4.

We also train BiLSTM with CRF, which is largely
used for sequence tagging [25,26] and is a popular
model for NER used in many languages, that is,
English [27], Persian [20], and Korean [28]. Here, we
consider a BiLSTM-CRF model that uses static word
embeddings, for example, word2vec [29] and fasttext
[30], as the baseline. We use word2vec and fasttext
vectors pretrained by Hadifar and Momtazi [31] for
Persian words on Wikipedia, Twitter, Hamshari, and
IrBlog corpora.

4 | EVALUATION

4.1 | Datasets

In our evaluations, we considered three well-known Per-
sian NER datasets. The first dataset is a Persian
Wikipedia tagged corpus for NER introduced by Momtazi
and Torabi [21], named MoNa, which includes 15 entity
types. This dataset comprises 15 categories: field, date,
book, individual person, event, nationality, language,
organization, job, film, location, magazine, group of peo-
ple, relation, and other (which is defined for the
remaining entities). The named entities are annotated in
IOB format. This dataset includes 4862 sentences, 10 277
named entity phrases, and 19 426 named entity tokens.
Using this dataset, we provide a named entity recognizer,
which, to the best of our knowledge, has the richest tag
set in Persian. In addition, we provide a comparative
analysis of different Persian NER models.

We trained and evaluated the proposed model on two
other common Persian NER datasets, that is, the Arman
[19] and Peyma [16] datasets, we compared our results to
the results obtained using existing NER models on these
datasets.

Poostchi and others [16] released the Peyma dataset,
which is a tagged subset of the BijanKhan [17] corpus.
The Peyma dataset contains 7682 news sentences and
250 015 tokens. Note that only 11.08% of the tokens are
entities [16]. Here, the named entities are in IOB format
and include six classes of entities (person, organization,
location, facility, product, and event). The Peyma dataset
contains two corpuses, that is, Peyma300 is the original
version of the dataset, and Peyma600 is provided for the
NSURL 2019 workshop.3

Shahshahani and others [19] selected documents
from 10 news websites. Here, the words are categorized
into seven classes: person, location, organization, time,
date, percent, currency, and other. They used the IOB
format to annotate named entities in documents,
similar to MoNa. The resulting corpus is referred to as
ArmanPersoNER. Table 1 shows the statistics of all
experimental datasets.

4.2 | Experimental setup

We evaluated each model using k-fold cross validation.
Here, we split the datasets to k¼ 5 folds (k¼ 3 for the
Arman dataset based on the settings of the original
dataset). We evaluated NER models according to the F1
score at the word and phrase levels. For the phrase-level

F I GURE 3 (mBERT/XLM-R/ParsBERT)-CRF model for NER

F I GURE 4 (mBERT/XLM-R/ParsBERT)-BiLSTM-CRF model

for NER

3https://nsurl.org/tasks/task-7-named-entity-recognition-ner-for-farsi/.
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F1 score, model prediction was counted as a true positive
instance if the entire phrase was predicted correctly.

In addition, we set batch size to 32, the learning rate
to 1.0e-5, and the transformer encoder’s parameters were
updated during training in all experiments. For the
BiLSTM-CRF named entity tagger, we employed pre-
trained word embedding vectors of size 100, LSTM of size
512, a learning rate of 0.005, and a batch size of 64. We
also used the Adam optimizer [32] in all experiments.
The last layer in mBERT, XLM-R, and ParsBERT has the
word vector representation of size 768. We used a linear
and CRF layer of size 768 and BiLSTM of size 384 for
each backward and forward LSTM, which resulted in an
output of size 768.

We implemented all models in Python, and the
transformer-based models were implemented using
Pytorch4 and the Transformers5 package. Note that we
also used a predefined TokenClassification module for
our models. This module employs a linear layer on top of
the language model, and we manually extended this
module for TokenClassification with CRF and Token-
Classification with BiLSTM-CRF. In addition, the models
for BiLSTM-CRF with static word embeddings were
implemented in Tensorflow.6 All experiments were exe-
cuted on an NVIDIA Tesla K80 GPU.

For all experiments, we use precision, recall, and F1
score as the evaluation metrics. Equations (1)–(6) present
the precision, recall, and F1 score at word and phrase
levels, respectively.

Precisionword ¼# of correctly predicted entity words
# of predicted entities words

, ð1Þ

Precisionphrase ¼# of correctly predicted entity phrases
# of predicted entities phrases

,

ð2Þ

Recallword ¼# of correctly predicted entity words
# of entity words

, ð3Þ

Recallphrase ¼# of correctly predicted entity words phrases
# of entity phrases

,

ð4Þ

F1�Scoreword¼2�Precisionword
�Recallword

PrecisionwordþRecallword
; ð5Þ

F1�Scorephrase¼2�Precisionphrase
�Recallphrase

PrecisionphraseþRecallphrase
: ð6Þ

4.3 | Results and discussion

To facilitate a comprehensive evaluation of the proposed
models, we performed experiments on four datasets,
MoNa, Peyma300, Peyma600, and Arman. The experi-
mental results obtained on the four datasets are shown in
Tables 2–5, respectively.

Based on the results, we found that NER models
trained with contextualized embeddings outperformed
models with word embeddings even when using a wea-
ker classifier. On the MoNa dataset, XLM-R with a linear
classifier achieved the F1 score of 78.0 and 70.04 on
word- and phrase-level evaluations, respectively. More-
over, Word2Vec with BiLSTM-CRF achieved 71:46 and
64:32 and fasttext with BiLSTM-CRF achieved 69:55 and
62:03 on word- and phrase-level evaluations, respectively.
This result highlights the importance of representation
learning [33], which is a popular trend in machine learn-
ing, that focuses on learning general representations and
performing a simpler classification in latent space for sev-
eral tasks rather than learning complex classification
with task-specific classifiers.

XLM-R achieved the best results in terms of both
phrase-level and word-level F1 scores on the MoNa,
Peyma600, and Arman datasets. XLM-R with a linear
classifier achieved the best F1 scores of 78.0 and 70.04 on
the MoNa dataset for word- and phrase-level evaluations,
respectively. XLM-R with a linear and CRF classifier
achieved the best F1 scores of 87.73 and 85.06 on the
Peyma600 dataset for word- and phrase-level evaluations,
respectively. On the Arman dataset, XLM-R with a linear

TAB L E 1 Datasets statistics

Dataset Sentences Tokens NE tokens NE phrases NE types NE tokens ratio

MoNa 4862 85 931 19 426 10 277 15 0.22

Peyma300 7682 250 015 41 148 20 022 6 0.16

Peyma600 17 246 582 586 55 160 29 570 6 0.09

Arman 7681 249 996 25 027 13 070 7 0.10

4https://pytorch.org/.
5https://github.com/huggingface/transformers
6https://www.tensorflow.org/.
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TAB L E 2 NER results on MoNa dataset

Model Word level Phrase level

Embeddings Classifier Precision Recall F1 Precision Recall F1

XLM-R (base) Linear 76.94 79.15 78.00 68.06 72.17 70.04

ParsBert (base) Linear 77.69 76.17 76.89 66.08 68.75 67.37

mBERT (base) Linear 77.66 77.49 77.55 68.87 71.01 69.91

XLM-R (base) Linear + CRF 76.26 79.27 77.73 67.23 72.42 69.72

ParsBert (base) Linear + CRF 77.82 76.19 76.98 66.59 68.72 67.63

mBERT (base) Linear + CRF 77.92 76.37 77.12 66.80 68.85 67.80

Word2vec BiLSTM + CRF 78.34 65.98 71.46 68.01 61.10 64.32

fasttext BiLSTM + CRF 75.83 64.37 69.55 66.92 57.86 62.03

XLM-R (base) BiLSTM + CRF 74.89 78.34 76.56 65.36 72.02 68.50

ParsBert (base) BiLSTM + CRF 75.11 75.30 75.17 63.14 68.09 65.50

mBERT (base) BiLSTM + CRF 76.03 77.39 76.69 67.25 71.31 69.21

Note: Bold numbers show the best performance in the corresponding column.

TAB L E 3 NER results on Peyma300 dataset

Model Word level Phrase level

Embeddings Classifier Precision Recall F1 Precision Recall F1

XLM-R (base) Linear 88.18 90.81 89.47 84.14 87.48 85.77

Parsbert (base) Linear 89.03 90.12 89.57 83.54 86.75 85.11

mBERT (base) Linear 86.32 87.00 86.66 81.83 83.34 82.58

XLM-R (base) Linear + CRF 88.80 90.70 89.73 85.40 87.39 86.37

Parsbert (base) Linear + CRF 89.51 90.15 89.82 83.89 87.11 85.46

mBERT (base) Linear + CRF 88.34 89.48 88.90 83.63 85.72 84.65

XLM-R (base) BiLSTM + CRF 87.99 90.10 89.03 84.28 86.47 85.35

Parsbert (base) BiLSTM + CRF 87.66 90.19 88.90 82.28 86.82 84.48

mBERT (base) BiLSTM + CRF 85.90 86.38 86.14 81.74 82.75 82.23

Note: Bold numbers show the best performance in the corresponding column.

TAB L E 4 NER results on Peyma600 dataset

Model Word level Phrase level

Embeddings Classifier Precision Recall F1 Precision Recall F1

XLM-R (base) Linear 85.74 89.19 87.43 83.29 86.19 84.71

Parsbert (base) Linear 83.32 82.83 83.07 78.59 79.75 79.16

mBERT (base) Linear 83.83 84.14 83.98 80.33 81.02 80.67

XLM-R (base) Linear + CRF 86.29 89.23 87.73 83.86 86.30 85.06

Parsbert (base) Linear + CRF 83.40 82.48 82.93 78.70 79.52 79.10

mBERT (base) Linear + CRF 83.79 84.35 84.06 80.43 81.14 80.78

XLM-R (base) BiLSTM + CRF 86.04 89.03 87.51 83.94 86.19 85.05

Parsbert (base) BiLSTM + CRF 83.11 81.80 82.45 78.67 79.19 78.92

mBERT (base) BiLSTM + CRF 83.88 84.06 83.97 81.04 81.13 81.08

Note: Bold numbers show the best performance in the corresponding column.
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and CRF classifier achieved the best F1 scores of 84.02
and 79.25 for word- and phrase-level evaluations, respec-
tively. In addition, XLM-R obtained the best phrase-level
F1 score of 86.37 on the Peyma300 dataset. In addition,
we found that ParsBERT achieved the best word-level F1
score of 89.82 on the Peyma300 dataset. Thus, among the
three available language models that support Persian, we
found that the XLM-R multilingual language model out-
performed the compared models, including the monolin-
gual Persian BERT model. We consider that this proves
the claim made by Conneau and others [6], that is, multi-
lingual models can outperform monolingual BERT models.

The mBERT model achieved better results than the
ParsBERT model on the MoNa and Peyma600 dataset;
however, on the Arman and Peyma300 datasets, the
ParsBERT model outperformed the mBERT model. The
reason could be the lower number of records in the
MoNa dataset and the low number of NE tokens in the
Peyma600 dataset because it has the lowest NE ratio in
Table 1; thus, cross-lingual transfer in mBERT helped
overcome the lack of information in the dataset.

We have also compared various classifiers over
transformer-based language models. Adding a CRF layer
is effective in most cases because the CRF layer considers
information about the previous token’s label when
decoding; however, a dense layer does not consider this
information and only depends on the input. For example,
when decoding the final logits with a CRF layer, the CRF
layer is more likely to output I-X than B-X after observing
that the previous label was B-X. However, the CRF layer
did not improve the word-level F1 score on the MoNa
dataset, possibly because this dataset has fewer records
than the other datasets and also has nearly twice the
number of classes, which caused the CRF layer to not fit
well. Without a CRF layer, this information can still be
captured implicitly by inferring from the context;

however, when using a CRF, this information is input
directly to the model. In addition, using BiLSTM-CRF on
top of the contextualized embeddings does not improve
the CRF counterparts, and in case of an improvement,
the BiLSTM layer improve the model by a small fraction
because the BERT and XLM-R language models already
produce contextualized representations. Thus, there is no
need for sequence models from recurrent neural net-
works to model dependencies. However, in models that
use pretrained word embeddings, the BiLSTM layer is an
important part because word2vec and fasttext are static
word embeddings without contextualized information.

As a result of comparing various embeddings and
models, we report the following observations.

• Transformer-based language models outperform static
word embedding even when using a simple classifier.

• Typically, adding a CRF layer at the top of the models
improves NER performance by helping the model con-
sider the real label of the previous words.

• Using a BiLSTM network after contextualized pre-
trained embedding models does not help improve
model performance because the contextualized embed-
dings already consider the interaction between posi-
tions. In addition, BiLSTM network increases the
complexity of the model and, consequently, decreases
its efficiency.

• Multilingual representations tend to outperform mono-
lingual representations in a low-resource cases.

• Finally, XLM-R with a CRF layer obtained state-of-the-
art Persian NER performance among the compared
models.

In the next step of our experiments, we compared our
results to state-of-the-art Persian NER results. The results
are compared in in Table 6. Here, we compared our

TAB L E 5 NER results on Arman dataset

Model Word level Phrase level

Embeddings Classifier Precision Recall F1 Precision Recall F1

XLM-R (base) Linear 82.26 85.50 83.84 77.42 81.04 79.18

ParsBert (base) Linear 83.17 83.83 83.49 76.54 80.04 78.25

mBERT (base) Linear 81.45 83.03 82.23 76.36 79.64 77.96

XLM-R (base) Linear + CRF 82.44 85.67 84.02 77.16 81.47 79.25

ParsBert (base) Linear + CRF 83.55 84.12 83.83 77.21 80.60 78.87

mBERT (base) Linear + CRF 82.04 82.95 82.49 77.17 79.28 78.21

XLM-R (base) BiLSTM + CRF 81.28 84.80 83.00 76.49 79.50 77.96

Parsbert (base) BiLSTM + CRF 82.00 83.43 82.71 75.37 79.36 77.31

mBERT (base) BiLSTM + CRF 80.57 82.06 81.30 75.76 78.30 77.00

Note: Bold numbers show the best performance in the corresponding column.
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model to seven existing models, including traditional
rule-based models [19], deep neural network models with
static embeddings [16,18,20,21], and state-of-the-art
transformer-based models [22,23]. Note that the results of
the compared models were obtained from the
corresponding literature. As can be seen, the best results
were obtained by the models proposed by Hafezi and
Rezaeian [20] and Jalali Farahani and Ghassem-Sani
[23]. The model proposed by Hafezi and Rezaeian [20] is
a BiLSTM-CRF model with a pretrained character-based
vector, and the model proposed by Jalali Farahani and
Ghassem-Sani [23] is based on mBERT representations
with a CRF layer on top.

As can be seen, our model obtained promising results
compared to existing Persian NER models with the word-
level F1 score of 85.06 and phrase-level F1 score of 87.73
on the Peyma600 dataset, word-level F1 score of 89.73
and phrase-level F1 score of 86.37 on the Peyma300
dataset, word-level F1 score of 84.02 and phrase-level F1
score of 79.25 on the Arman dataset, and word-level F1
score of 76.98 and phrase-level F1 score of 67.63 on the
MoNa dataset. Our model achieved the best performance
on the Peyma300 dataset and obtained performance that
is comparable to the best results on the Arman dataset.
Note that the Beheshti-NER used a combination of the
Peyma300 and Peyma600 datasets (with duplicates

removed); thus, comparing their results to those of
Peyma300 or Peyma600 is unfair.

5 | CONCLUSION

In this paper, we have provided NER models using
a combination of transformer-based models and
BiLSTM-CRF models or either of them. We observed
that transformer-based language models outperform
BiLSTM-CRF models. In addition, we compared the
XLM-R multilingual language model to monolingual a
Persian BERT model, that is, the ParsBERT model, and
we found that the multilingual language models out-
performed the monolingual counterparts. We also
measured the effect of different classification layers on
top of the transformer-based language models for NER,
and we found that a CRF layer works best in most
cases.
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TAB L E 6 Comparing our results to previous Persian NER results

Model Evaluation Level Peyma600 Peyma300 Arman MoNa

Ours: XLM-R + Linear + CRF Word 85.06 89.73 84.02 76.98

Phrase 87.73 86.37 79.25 67.63

Beheshti-NER [22] Word - 90.59a 84.03 -

Phrase - 87.62a 79.93 -

Hafezi and Rezaeian [20] Word - - 84.23 -

Phrase - - - -

Rule-Based-CRF [19] Word - 84.00 - -

Phrase - - - -

BiLSTM-CRF [16] Word - - 77.45 -

Phrase - - - -

Deep-CRF [18] Word - - 81.50 -

Phrase - - 76.79 -

Jalali Farahani and Ghassem-Sani [23] Word - 86.24 84.23 -

Phrase - 82.05 80.80 -

Momtazi and Torabi [21] Word - - - 70.53

Phrase - - - -

aBeheshti-NER used a combination of Peyma300 and Peyma600 (duplicates were removed); thus, comparing their results to Peyma300-only and

Peyma600-only results would be an unfair comparison.
Note: Bold numbers show the best performance in the corresponding column.
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